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Portions of this article are taken by permission from Securing Java: Getting down to business with mobile code (John Wiley & Sons, 1998) the second edition of McGraw and Feltenís groundbreaking book Java Security: Hostile Applets, Holes, and Antidotes (Wiley, 1996).





Sun Microsystems and the licensees of Java who have created particular Virtual Machines have done an admirable job implementing a complex language-based security model. Of course nobody is perfect. We discuss several serious problems in detail in our book Securing Java. In light of the problems detailed there (a majority of which have been addressed as Java has grown up), is there a need for third-party Java security vendors?


The answer is complicated. On one hand, if Sun and the other major vendors (including the largest software organizations on the planet) canít do it right, how could someone else? One answer is that Sun is too busy working on the entire Java platform to pay enough attention to security concerns and that little companies specializing in security can do better. Just for the record, we donít believe that is true. Sun and the other Java vendors behave in a manner that shows they are truly concerned with security issues. On the other hand, different organizations have different goals for their security solutions. Some may demand features that were not included in off-the-shelf Java VMs. The implication is that special-purpose solutions that address particular risks are needed. If thatís true, there should be plenty of room in the market for third-party security vendors to get involved.


As long as such third-party vendors concentrate on mitigating particular risks, their products will add value. However, many such vendors are making overblown claims about what they can do to enhance security. In this article we want to clarify which risks can reasonably be addressed by these vendors and which cannot.


In order to set the stage for a discussion of risks, weíll begin with a brief introduction to security solutions that have been offered by third-party organizations.


Finjan


In the interest of full disclosure, we should note that both authors are members of Finjanís Technical Advisory Board. Our membership on Finjanís TAB does not constitute an endorsement of the company or its products. 


Originally based in Israel and now headquartered in California, Finjan Software, Ltd. was among the first third-party companies to address mobile code security issues (http://www.finjan.com). Finjan got off to a rough start when some of their early marketing involved the use of scare tactics and what might be called the ìChicken Littleî approach to educating the public (and potential clients) about security risk. Their approach to marketing has since matured significantly.


Finjan offers a couple of products created for both Win32 and Unix platforms. The first, SurfinShield, is meant to be a browser-level application firewall. The idea is to add some capabilities to the browser to help with mobile code management. SurfinShield comes in several flavors. The second product, SurfinGate, is a firewall product that attempts to identify and categorize mobile code as it arrives at the firewall. SufinGate carries out some form of content inspection which attempts to peer into the inner-workings of Java applets (statically). SurfinCheck is a less powerful version of SurfinGate.


Finjan has had an interesting time in the mobile code security space and has been the target of some particularly scathing criticism. Mark LaDue is especially outspoken about his concerns (see http://www.rstcorp.com/hostile-applets/rube.html and http://www.rstcorp.com/hostile-applets/drowning.html). Fortunately, Finjan has taken these criticisms to heart and seems to be working diligently to provide better security products to its customers.


Digitivity (Citrix)


Digitivity, the commercial arm of APM, Ltd. in Cambridge, England, was recently acquired by Citrix (http://www.digitivity.com). The Digitivity approach to mobile code management is particularly sound from a technical perspective. Their idea is to identify and route all mobile code to a central server where it is then executed. This works because all GUI traffic is sent (by specialized protocol) to be displayed on the client browser that originally requested the code. There are two main reasons to centralize the execution of code like this: 1) to expose only the server, what Digitivity calls the CAGE, to possible attack, and 2) to better manage the behavior of mobile code by knowing the exact configuration of the mobile code platform. As we know,  different Java VMs behave differently even when they are running the same byte code. If you know for certain which VM a piece of code will run on, it is easier to develop and manage custom enterprise solutions.


There is an inescapable irony to the Digitivity CAGE model. The very idea that spawned mobile code systems like Java is the idea of taking advantage of distributed systems by running code on client machines instead of running code on something like a centralized Web server. The Cage model centralizes Java code and works counter to the original Java concept. Still, there are sometimes appealing reasons to centralize the execution of code whether it is potentially dangerous or not.


It is not clear how the Cage approach will adapt to the new JDK 1.2 security model. The main strength of the Cage approach is that the mobile code runs on a special machine that simply is not allowed to access user files or initiate network connections under any circumstances.  As soon as partially-privileged applets enter the picture, this simple approach goes out the window and the CAGE machine faces many of the same problems as existing VMs.


Security7


Security7 is an Israeli company with offices in the United States (http://www.security7.com). US sales for Security7 are based in Woburn, MA. The Security7 approach to mobile code security is to inspect http traffic coming in on all ports. Their SafeGate product requires Windows-NT and is most effectively implemented on a standalone box that acts as a proxy server for all http traffic. The idea is to enhance the existing firewall approach with the http filtering system which is built into the OS as a device driver. The SafeGate product includes the usual mobile code management capabilities and logging.


It appears that Security7 has been active in spreading FUD (fear, uncertainty, and doubt) among potential customers through an organization called WithinReach (http://www.withinreach.co.il). This strategy is reminiscent of the early days of the anti-virus industry in which some unscrupulous vendors were rumored to have created and released actual viruses. These days a code of ethics has been developed within the anti-virus community which does not permit the FUD strategy. Unscrupulous anti-virus vendors are quickly stamped out by more scrupulous vendors.


It is pretty obvious that Security7 and WithinReach are closely affiliated (in fact, Security7 has openly admitted this). Assaf Arkin, a Security7 customer support manager, is also the administrative and technical contact listed in the DNS records of WithinReach. Other evidence includes the fact that one of the hostile applets hosted by WithinReach was signed with a digital certificate registered to Richard Kosinski, Security7ís Vice President of Marketing. The signature has since been changed. Infoworld broke a story about the relationship between Security7 and WithinReach in late August of 1998.


Until recently, the WithinReach site hosted a number of hostile applets, including a port of the Cult of the Dead Cowís famous Back Orifice loader to Java (http://www.cultdeadcow.com). None of the applets on the site exploits any security holes in Java. Instead, the applets require permission to be granted by the user to do anything harmful. That is, the applets are signed and request special permission to step outside of the sandbox. The applets thus serve to emphasize the role that a human can play in mobile code security. In this sense, the WithinReach applets may provide an interesting service. Nevertheless, we do not believe that it is ethical for third-party security vendors to create security problems for their products to address. Fortunately, Security7 seems to share our opinion now, and the WithinReach Hostiles have been removed.


eSafe


eSafe is a Seattle-based company that also happens to be founded by an Israeli (http://www.esafe.com). eSafe offers two products: Protect, a personal firewall, and Protect Gateway, a firewall-level filtering system. Protect works by placing resource limitations on mobile code. The idea is to create a sandbox similar to the Java sandbox within which all mobile code must run. The Protect Gateway product is a filter meant to be added to an existing firewall that scans several protocols for mobile code. The filter includes blacklisting capability. eSafe products also include anti-virus capability in addition to addressing mobile code security.


Princetonís Secure Internet Programming Teamís JavaFilter


The Princeton team distributes a black-listing/white-listing Class Loader for JDK 1.0.2 that can automatically allow or disallow applets to be loaded from particular sites. The filter replaces Javaís normal AppletClassLoader with a new implementation that checks URLs and policy before fetching code. Though this is not a commercial product, it is certainly a third-party add-on that some organizations may find useful. See http://www.cs.princeton.edu/sip/JavaFilter for more information.


ICSAís Mobile Code Security Consortium


Regardless of its misleading name, the International Computer Security Association is a for-profit business that licenses the use of trademarked ìcertificationî logos (http://www.icsa.net). (Perhaps their name is a perfect example of spoofing?!) ICSA was known as NCSA until 1998 when it changed its name from ìNationalî to ìInternationalî. As part of their business, ICSA creates consortia of security vendors interested in particular issues. The consortia exist to hash out self-imposed certification criteria that can be used as a marketing edge by vendors. ICSAís business strategy is to get vendors to pay to be in a consortium (in which vendors create certification criteria) and then make vendors pay to be certified on a subscription basis. Consumer purchasing decisions are often swayed, for whatever reason, by ICSA certification marks.


One of ICSAís best known certification products involves certifying firewalls. The firewall certification system makes an interesting case study. As we understand it, ICSAís firewall certification process boils down to running a penetration test against one instance of a firewall product as configured by senior engineers from the firewall vendor. If a firewall product passes the tests, the vendor is allowed to place an ICSA certification stamp on its box (and use it in its marketing literature). 


A potentially-fatal flaw in this firewall certification scheme is that firewalls are not really black-box systems, instead they are programmable systems that are only as strong as the rules within them defining security policy. Rules in a typical firewall say things like: ìonly allow machines having an IP address within the proper range to send http traffic through port 80.î The flaw in the ICSA certification scheme becomes obvious considering that what is being certified is a particular configuration of a firewall. The problem is that firewalls are particularly easy to misconfigure and the certification scheme says nothing about how hard it is for an end user of a firewall to configure it correctly. Firewall purchasers may be misled into thinking that buying an ICSA-certified firewall will guarantee some minimum level of security. That is not the case. For a stark view of the ICSA firewall certification process, see firewall guru Marcus Ranumís page at http://www.clark.net/pub/mjr/pubs/fwtest/index.htm.


On the other side of the coin, the firewall certification process that ICSA offers is said to be a discriminator. That is, some firewall products are unable to pass the security tests even when configured by their internal system engineers! So the certification has at least that benefit to offer.


We raise the firewall certification issue because ICSA recently announced the formation of a consortium meant to address mobile code security. Current members of the consortium include: Digitivity, eSafe, Finjan, Internet Security Systems, Security7, and Symantec (among others). Strikingly, the major vendors of security-critical platforms for mobile code (that is, Sun, Netscape, and Microsoft) are missing from the list. The question raised earlier in this article about what third-party vendors can offer (as opposed to the platform architects) comes to mind.


It is likely that the mobile code consortium will choose to invent a set of self-imposed standards (a certification process) for itself. The question to ask is what this certification will amount to. Developing a certification standard for the mobile code consortium is no easy task if it is to be done properly. Without external review by experts, a mobile code security certification may not actually mean anything. It is our hope that ICSA will take the opportunity to do things right.


Risks that Third-party Vendors Can Address


As we mentioned in the previous section, there are a number of Java security needs that third-party vendors can help to address. We discuss such needs here and also raise some hard questions that you should ask vendors of such products if youíre considering buying them. Perhaps counterintuitively, some concerns included in this section are also covered in the next which discusses risks that canít be easily addressed. Thatís because the issues are complicated and can be seen equally well from both points of view.


Logging


The Java platform in most browsers does not do an adequate job of logging mobile code. This is an area where third-party software can add real value. But logging is actually trickier than it might appear at first blush. 


What to ask about logging 


The main thing to ask of any logging capability is how well protected the log file is from being overwritten, corrupted, or deleted. Attackers often cover their tracks by editing log files. Attack applets could certainly change logs if they wanted to. Accuracy is also a big issue for log files. It is important that logs collect proper data and canít be easily mislead by a malicious process.


If a vendor says that their product logs all incoming byte code, you should ask how they can be sure.  This is roughly the same issue we describe below when we talk about applet isolation.  After all, if code can slip past your firewall, how can you be sure it canít slip past the logging facility?


Applet Isolation (and Identification)


A common approach to security for many companies includes the installation of sacrificial lamb machines in a DMZ (terminology borrowed from military-speak). Things like Web servers and ftp servers are well-situated in DMZs because they are common targets of attack with many well-known and commonly-exploited security holes. The idea is to create a sub-network behind the firewall but isolated from the rest of your network. That way if the servers are hacked, your site is still not completely compromised.


Isolating untrusted code to a server in the DMZ may be a good idea depending on your mobile code risk analysis. If mobile code turns out to be hostile and aims an attack at the server it is running on, much less is lost if the server is a sacrificial lamb in the DMZ. Some third-party solutions offer this capability.


What to ask about applet isolation


One interesting question to ask vendors of isolation products is how well they identify applets in the first place. It turns out that trapping all applets is not an easy problem. Early approaches relying on scanning port 80 traffic for the <applet> tag have been shown to be inadequate (something we mentioned in 1996). One of the most thorough treatments of this issue can be found in a paper called Blocking Java Applets at the Firewall [Martin et al, 1997]. The paper points out problems with standard blocking methods and discusses the technical difficulties of blocking.


Another hard question for vendors involves the use of encrypted channels for mobile code delivery. Most browsers have built-in capability to create an SSL connection between the Web server and the client browser. Once an SSL connection exists, all traffic between the browser and the server is encrypted. That means a firewall will not be able to parse the traffic as it goes by. What a firewall canít see, it certainly canít identify. Ask vendors what they do about encrypted communication in their identification approach.  If they canít scan SSL traffic, theyíre in trouble, since an attacker can defeat their scanner by changing http to https in the attack pageís URL.


Black Listing 


The idea of creating a list of applets known to be hostile seems like a really good idea. The key is to identify hostile applets by something less easy to change than their name or the URL they came from. Some systems use hashing algorithms like MD5 to create a database of applets on a black list. Others offer the ability to black list entire Web servers.


Assuming applets can be identified in the first place, black listing will work. One problem is that it is almost trivial to make a hostile applet that changes its own byte code (in a very simple way) each time it is requested from a server. Mark LaDueís HAMGen applet does this. See http://www.rstcorp.com/hostile-applets/Rube/HAMGen.java. HAMGen stands for Hostile Applet Mutation Generator.


What to ask about black listing


It should be clear that black listing by itself does not provide adequate security. In fact, all by itself black listing is darn close to useless. Itís too easy to make trivial changes in a malicious applet(a process that can be automated at the Web server end) to thwart almost every black listing scheme.


Nevertheless, black listing is so cheap to implement that it may make sense to do it anyway, especially if you enlist the help of a Class Loader to do it. Using a system that blacklists known hostile code may be worthwhile even if it only stops the occasional naÔve attack.


Trusted Dialogs and Meters


Trusted dialogs and meters are particularly useful to managers whose policy involves having users keep an eye out for unusual activity. They are also useful to more savvy users who know about mobile code. The problem with most VMs today is that they give no indication that anything special is happening when mobile code is running, be it Java, JavaScript, or ActiveX. The behind-the-scenes approach gives the user a more seamless Web experience, but it makes the job of writing a hostile piece of mobile code that much easier.


There is a down side to providing dialogs and meters, and that is the user can become overwhelmed with security-related dialogs leading to the ìcry wolfî phenomenon. Itís easy to click ìOKî over and over, especially when youíre annoyed. Trusted meters and dialogs would best be as non-intrusive as possible.


What to ask about trusted dialogs and meters


A particularly hard question to ask is how dialogs and meters can avoid the spoofing problem. In other words, how can you be sure that the ìmeterî you see on the screen is real and isnít really being drawn by a hostile applet?  If these things canít be trusted to tell you the truth, then theyíre not worth the pixels theyíre made of. Turns out this problem is a tough one. A non-trustworthy meter is potentially worse than no meter at all.


Platform Proliferation


One of the most successful Java marketing phrases is ìwrite once, run anywhereî. A number of parodies of this phrase have been floated. Among the best is ìwrite once, test everywhereî. The problem is that all Java VMs donít always do the same thing given the same byte code. Arbitrary behavior of similar code in different versions of a language is a problem that Java was supposed to solve.


This problem can introduce real security risks. Consider, for example most Java holes still exist in old versions of browsers out there. Unless you have an up-to-date browser, you may be surfing dangerously. Now imagine that you are the administrator for a large site with hundreds of users. How likely is it that all your users are using up-to-date browsers?  How likely is it that theyíre even using browsers from a single vendor? Some sites address this problem by mandating the use of a particular (often out-dated) browser. But impatient power users will download their own free browser and install it themselves.


Using a move that mirrors the Applet Isolation idea from above, it is possible to address this risk by forcing all applets to run on a central server. That way you can guarantee things about the environment in which mobile code will run.


What to ask about centralized server solutions


A big issue for all centralized systems is scalability. How many users can bog down a central server before it chokes? How big a server do you need? What protocol is used to direct ìGUI trafficî between the server and the clients running on normal browsers? How well protected is that protocol against simple denial of service attacks?  And given the difficulties in detecting incoming applets, how can you be sure that all applets are being redirected to the central server?


Policy Management


Finally we come around to policy management again. Given the state of existing tools, there should be some serious demand for good policy management systems.


Note that the management issue is not unique to security. Managing large networks of many machines is a daunting task, and the tools are not yet good enough. Consider the problem of keeping all the software on hundreds of PCs up to date. To some extent this is a problem introduced by the complications of distributed systems. Security in merely one aspect of this broader management problem.


Questions to ask about policy management


Policy management is as much a business management problem as it is a technological problem. Human factors enter the picture, such as: who is allowed to set policy and who can edit it? An excellent goal to strive for is to put in place a site-wide security policy that speaks to all security issues. Much work remains to be done.


Risks that Third-party Vendors Canít Address


It seems that there is indeed room for third-party vendors to get involved in the mobile code security business. However, many mobile code security issues cannot be addressed in a trivial manner. In this section weíll raise a number of tricky issues that are harder to deal with than they seem at first. Many of these issues are reflected in the questions to ask from the previous section. Keep these points in mind when you are shopping for mobile code solutions.


Identifying Applets Entering the System


As we pointed out in 1996, identifying applets is much harder than simply scanning for the <applet> tag in port 80 http traffic. The problem of encrypted communication using something like SSL is especially hard to deal with. (Similar problems crop up with encrypted mail that includes mobile code.) The only completely guaranteed way of identifying all mobile code before it runs is by stopping it as it enters the VM. Your browser certainly knows when it encounters a Java applet, and it is probably in the best position to do something about it.


From a management perspective, identifying mobile code at the firewall has more appeal than trying to identify it on every desktop in an organization. This is especially true of organizations in which employees do not follow security policy. But the problem is non-trivial. Ask hard questions about systems that claim to be able to stop all mobile code. Make sure the answers deal with all ports, multiple protocols, and encrypted connections.


Killing Applets


Some vendors will tell you that their products allow the user to kill a running applet if it is misbehaving.  Though may people are surprised to hear it, thereís really no effective way to kill an applet if the applet doesnít want to die. The problem is that the only way to kill a Java thread is to throw an Exception at it, and the thread can simply catch the exception. See Chapter 4 of Securing Java.


You might think that this problem can be solved by creating a new kind of Exception that cannot be caught, but that wonít solve the problem either.  The difficulty is that the try/finally statement in the Java language allows a program to do an arbitrary amount of ìcleanupî work before it finishes running.  In fact, the ìcleanupî code can simply carry on the work of the thread you wanted to kill.  


An even stronger way to try killing an applet is simply to stop all of the appletís threads, not even letting them execute their cleanup code.  This doesnít work either, in general, because the stopped threads may be holding locks, and the VM may be unable to make progress without the locks.  Revoking the locks while the victim threads are in the middle of using them only makes things worse, leaving the VM in a potentially inconsistent state.  


This gets pretty complicated, but the bottom line is that thereís no way to safely kill a thread that doesnít want to die.  And if an applet thread is trying to cause trouble, why would it willingly let you kill it? 


Of course, you can stop all running applets by killing the VM or browser entirely.  But thatís a pretty drastic solution, and you donít need some fancy tool to let you do it.


Scanning Applets


Java has important dynamic properties. Because of Javaís dynamic loading capabilities, it is not possible to statically analyze a Java class completely. Some analysis will always have to be put off until runtime. The fact that Javaís Verifier has a runtime phase is no accident. 


Javaís dynamic capabilities do not bode well for systems that claim to be able to scan applets for potentially-harmful behavior. After all, if the code is not all there (or if it includes dangling references to not-yet-loaded code) how can you scan it? Static analysis is not sufficient to ensure security, and short of firing up a VM, thatís all you can do.


Another problem is that scanning works according to the assumption that attack code can be categorized as such. We have seen (or written) plenty of attack code in the lab. It is not the case that this code can be identified as attack code before it does its dirty work. For example, one of the attacks described in Securing Java can be written as an applet that carries out seemingly innocuous type-casting operations, one after another. The casting actually implements the important part of a type confusion attack. Looking at the code, it would be impossible to tell that the applet is an attack applet.


Many of the malicious applets written as demonstrations use very obvious techniques to carry out their hostile activities. For example, early denial of service or monitoring applets redefined the stop() method. This does not mean that every applet that redefined stop is malicious. Nor does it mean that each and every attack applet will do so.


Scanning for unknown malicious behavior is a very hard task that is certainly impossible in theory.


Trusted Dialogs and Meters


Providing security-related feedback to a user is a good thingóas long as the information is correct. However, if a meter can be spoofed, you can bet that a hostile applet will do so. The spoofing problem may be severe enough that it is best not to have meters. This may in fact be why Sun, Netscape, and Microsoft do not include such feedback mechanisms in their implementations.


Ask yourself why you should trust a meter and how you can ensure that it is giving you the correct information.


Improving the VMís Security Model


In the end, the most bang for the buck in terms of security will come from Sun and the Java licensees who create the VMs and APIs. Compared to creating a complete VM wi
