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1. Introduction
Today, developers do not rely solely on custom built software systems to construct large scale information systems.  The systems being built and maintained are made up of a combination of commercial-off-the-shelf (COTS) components, legacy software, and custom built components [Ghosh99]. Corporate down-sizing and decreased government budgets as well as the spiraling costs of building and maintaining large software systems have made the development of a system completely from original software an impossibility [VoasPayne95]. A result of this transition has been that developers are relying on the use of commercial-off-the-shelf (COTS) components with increased frequency. 

COTS components are pieces of software that ideally can be integrated into a system with far less effort and cost than would be necessary to build a custom component and integrate it into the system in question. Unfortunately, the very points that make COTS components so attractive result in some major difficulties with their usage. The buyer of the COTS component is dependent upon the vendor for a specification of the component’s behavior and its intended usage. Miscommunication between the buyer and vendor could result in misuse of the component, which could clearly compromise system integrity. Further, source code is typically not provided when system developers purchase a COTS component. This adds to the difficulty of understanding the COTS component’s behavior and testing the component within the system into which it has been integrated. 

To help in the process of integrating a COTS component into a system, we have taken the general notion of software wrapping and built a prototype that allows this approach to be applied to object-oriented components written in Java. The approach to wrapping that will be described does not require that the source code of the components to be wrapped be available. We will present a prototype tool that implements the concept of software wrapping for Java components via runtime bytecode instrumentation. In short, the type of wrapping which our research focuses on involves the ability to capture the input and output of a particular component such that various testing operations can be applied to this data to test the component within the system and gain an improved understanding of its behavior.  Our prototype intercepts a class before it is loaded into the Java Virtual Machine (JVM), inserts bytecode into it to allow its input and output to be captured and then the modified version of the class is loaded into the Java Virtual Machine.

The remainder of this work will be organized as followed. Section 2 will deal with some of the issues involved in using COTS components in a little more detail. The next section will provide some details of our implementation of a wrapping system. It will discuss how bytecode instrumentation is performed and the changes made to a component once it has been instrumented by our system. Examples will be provided. Section 4 will discuss different types of testing operations that can be applied to a system with COTS components by utilizing the 

wrapping technology we have built. The fault injection, assertion checking and data collection subsystems we have built to be used with the wrapping prototype will be described. A discussion of some of the experimentation we have performed with the completed system will be highlighted to demonstrate how wrapping in combination with other testing subsystems can allow a system integrator to discover potential problems.

2. COTS Component Overview

COTS components are defined by one source as “components which are bought from a third-party vendor and integrated into a system”[Vigder97]. However, according to [Gentleman97], a more detailed and expanded view of COTS components should be taken. A COTS component could be as  “small” as a routine that computes the square root of a number or as “large” as an entire library of functions. The important point to remember is that a COTS component already exists and was created by people outside of the developing organization that will actually use it [Gentleman97]. Thus, those who will actually use the component have limited control over the current and future source code of that component. 

According to a recent report [CBS99], improved and expanding COTS functionality, decreased budgets and expanding system requirements are all driving the push towards using COTS components in system development and system maintenance. In theory, use of COTS components is supposed to reduce the cost of system development in terms of time, money, and developer effort. COTS components are meant to be utilized by multiple organizations working on various products. Therefore, the cost is actually spread over all the customers making the cost of the COTS component orders of magnitude cheaper than a custom-built component  [Gentleman97, McKinney99]. The burden of testing the component is shared with others. Previous users may have uncovered bugs in the component and the vendor ideally would have corrected defects and improved functionality and usability to remain competitive. If a specific component in a system is to contain functionality requiring a certain specialization of knowledge that is scarce, obtaining a component that already contains this functionality from another party can quickly solve this problem [Gentleman97]. 
Unfortunately the increased use of COTS components has resulted in an increase in problems resulting from difficulties in assessing the correctness of COTS components and properly integrating them into a system.  The integration of COTS components into a large software system presents problems not encountered in the design or maintenance of a system using components created internally at the developing organization. Some of these problems, given in [Vigder97, Braun99], will be described below. Note that these problems are from the perspective of the developers using the COTS components, not the developers who originally built the COTS components.

· The source code for the COTS component is not always available which can lead to difficulties in properly testing the component during integration.

· If the COTS component was originally developed as a stand alone module, it may have no good mechanism for interacting with other components making integration difficult for the system developer.

· Using a COTS component makes the buyer dependent upon the vendor. The buyer can end up in a difficult situation if the vendor goes out of business or no longer supports the product that was purchased. 

· The customer of a COTS component has limited control over its evolution. Any evolution or updated version of the component is provided by the vendor and could include functionality that could be detrimental to the project for which specific developers are using the COTS components. 

· The vendor of the COTS component often will not provide a correct or complete description of the COTS component's behavioral specification to a developer. If a developer needs more detailed information than given about the COTS component, he/she may be left to discover this information on his/her own which is difficult when source code is not provided for the COTS component. Further, if the description given of a COTS component is not clear, then a customer may use a COTS component in a manner the vendor did not intend. This could result in compromising the reliability of the COTS component and the system into which it is to be integrated.  

· Maintenance can become an issue for COTS based systems as the vendor may not correct defects or add enhancements as the buyer needs them. If the vendor is not available to update the component, then the buyer may be forced to do this, which can be problematic if source code is unavailable and/or the specification of the component's behavior is unclear as mentioned in previous items.

From the above list one can clearly see that the creation or maintenance of systems using COTS components is by no means a trivial process. In fact, the process of integrating COTS components into a system is prone to error, can require a significant amount of coding, and can be problematic to test properly [Vigder97]. Clearly, relying solely on the vendor for support can be risky indeed. However, even attempting to correct, update, or enhance the component on one's own can be risky if the component's behavior is unclear or unknown.  Since COTS components will continue to be used in large software systems, the difficulty of testing and debugging COTS components within the environments in which they are to be used must be overcome.

3. The Wrapping Approach 


System developers cannot depend on the vendor of the COTS component to ensure that the component bought will behave properly in the system in question. Hence it is up to the system designers to ensure that the COTS component will not adversely affect the behavior of the system in which it will be used. This effort can begin by monitoring and verifying component behavior through testing when the component is first being integrated into the system in question.         

The approach that has been researched at Cigital to address some of the problems presented by commercial-off-the-shelf components is that of software wrapping.  Conceptually, this approach requires an additional layer of software, called a wrapper, to encase the COTS component that has been integrated into a system and needs to be tested. This wrapper is responsible for intercepting any input that the system might send to the component or output that the component would send back to the system as shown in Figure 1. The goal is to isolate the COTS component during the testing process to understand whether or not it is behaving as the system integrator expected.
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Figure 1: Conceptual View of a Wrapper

Once access is gained to the component's input and output, a variety of testing operations can be performed to help gain an improved understanding of the component's interaction with the rest of the system. We will discuss some examples of testing operations in Section Four, but for now we will focus on the implementation of the wrapping approach.

Requirements For a Wrapping System

Several groups, such as [Edwards98, Knight97], have already focused on some variation of the concept of wrapping. Our research has specifically focused on devising a method to apply wrapping to object-oriented components and implement that method for the Java programming language because of its increasing popularity. From this point on, a component shall be defined as a Java class and the two terms will be used interchangeably.

When performing the analysis necessary to devise an approach to wrapping object-oriented components, we kept the following general requirements for a wrapping prototype in mind:

1. Wrapping a component must not change the core functionality of any program that utilizes the wrapped component.

2. The wrappers must not be bypassable.

3. The wrappers should be able to switch on and off

4. The wrapper must be able to handle any operation that is advertised by a Java interface and provide the ability to intercept information at method entries, method exits (whether it is an expected or unexpected exit).

Point 1 reinforces the concept that wrappers for Java components should not modify the behavior of the system in an unexpected manner.  While a wrapping approach might introduce a slight execution overhead, it should not destroy the functionality of systems that previously executed in a correct fashion.  Point 2 notes that it should not be possible for a system to “get around” a Java component wrapper by exploiting advanced Java language features like reflection and custom class loaders.  Point 3 states that it must be possible to use a runtime configuration mechanism to control the operation of wrappers.  For example, a system integrator should be able to add a “wrapper flag” to the command line statement that starts an application in order to indicate that wrappers should become active. Finally, Point 4 notes that a wrapper should be able to gain control of any Java method at the appropriate locations and have the ability to monitor all possible entry, exit, and exception points within a method.

Implementing The Wrapping Solution 

The approach to which we committed for implementing a wrapping solution ended up being somewhat unconventional, in that it goes against the conceptual view of a wrapper given earlier. The solution is specific to Java and relies on bytecode instrumentation to perform its task.  The original component’s bytecode is instrumented such that the input and output of a method can be captured. A method call is also added to the bytecode so that some type of testing operation can be performed on the intercepted input and output data. 

In order for our prototype to perform wrapping, we rely on a third party software package called JavaClass to help instrument the bytecode. This package allows one to access a method’s bytecode, then add local variables and invocations to other methods in the bytecode of the original method. Using JavaClass, we were able to create a structure (i.e., a java.util.ArrayList) to store the input and output parameters of the method then call another method with the structure as a parameter. This method that would be called would provide a way for the wrapped component to communicate with some subsystem that would perform testing operations on the captured input/output data. 

At this point, we shall note the fact that all instrumentation of a class to be wrapped is done at runtime.  This is accomplished via a custom class loader, which intercepts the request to load a class to be wrapped. Before this class is loaded into the Java Virtual Machine, our bytecode instrumentation subsystem gains access to it and modifies it. Then the instrumented version of the class is loaded into the JVM. Once the execution of the application completes, no trace of the modifications is left behind. The original class still resides on disk.

Our wrapping subsystem is actually executing with the application that has classes to be wrapped. The user creates an Instrumentation Configuration File (ICF) in which the classes that are to be wrapped are denoted. One can also use an ICF to specify that only certain methods in a class be wrapped (i.e. certain methods are instrumented such that their input/output is intercepted). This file then becomes input to our system, and based on what is specified in the file, certain classes are intercepted by our custom class loader, instrumented and then loaded into the JVM by our custom class loader.  The rest of the system never has knowledge that wrapping occurred in the first place. See Figure 2 for a high level diagram of the wrapping subsystem.
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Figure 2 : High Level Overview of Wrapping System

To clarify the process of instrumenting the bytecode of a component to be wrapped, an example shall be provided. Assume we wanted to wrap a method called foo() in some component. Using this approach, it would be instrumented as shown in Figure 3 (code in bold indicates what is added by the bytecode instrumentation system). In this particular example, we are performing wrapping at the entry point of the method as well as the normal, or expected, exit point. Note this will be shown in source code for the sake of simplicity.

The instrumentation process adds bytecode to a method to be wrapped to add the parameters to an ArrayList, transforming any primitive, or scalar types, into subclasses of java.lang.Object before actually calling a method that will allow a testing operation to be performed. The values in the ArrayList are then copied back to the original variables. This is necessary in case the method that was called to process the data changed it (e.g., if fault injection were performed on the input parameters, the values would have changed).

Drawbacks

Though this approach is effective, it does suffer from some notable drawbacks. A potential limitation with this approach has to do with the fact that all methods in Java have a 64KB limit on their size. Since we are increasing the size of a method with this approach as we are adding bytecode to it, it could be possible to exceed this limit, though it is not likely. 

Additionally, one cannot use direct bytecode instrumentation to wrap native methods since native methods have no bytecode. The only current method for wrapping native methods involves taking the following steps.

· mangling the name of the original native method

· creating a new Java method with the same name and signature as the original method

· performing the wrapper actions within the new method

Such an approach would require modifications to be made on the native side of the application as well. Note must be made that this approach will add methods to the class being wrapped. This means that if reflection is used on this class to retrieve a listing of its methods, the caller will now receive a list that is different than what it would have received prior to wrapping occurring. In the current implementation of the prototype, however, we have not implemented this solution or any other solution to deal with native methods.  Thus our solution does not completely fulfill the requirement stated above stating that a wrapping system should be able to handle any operation advertised by a Java interface.

Finally, note should be made that this wrapping approach in and of itself does not allow a wrapper to be bypassable.  However, our approach for allowing wrapping via a custom class loader to occur at runtime does make it possible for our wrapping mechanism to be bypassed if the application to be wrapped is using a custom class loader itself. 

public void foo(String x, int y, MyComponent mc)

{

   List l = new ArrayList();

   l.add(this);

   l.add(x);

   l.add(new Integer (y));

   l.add(mc);

  // call method to process input – send l as a param

   x = (String)l.get(1);

   y = ((Integer)l.get(2)).intValue();

   mc = (MyComponent)l.get(3);

  // foo’s original method code

  // call method to process output – send l as a param

   return;

}

Figure 3: Adding “Wrapping” Code to Component Itself

4. Wrapping Applications
The system just described is capable of “wrapping” a component by capturing its input and output, but its job is complete simply by intercepting that information. To complement this system, we designed and built three subsystems meant to be used in conjunction with the prototype: a data collection subsystem, a fault injection subsystem and an anomaly-predicate (i.e., assertion checking) subsystem. We shall briefly describe these subsystems in this section. 

The data collection subsystem simply allows the input and output information that has been captured by the wrapping system to be exported to a file for observation.  This process can provide some aid in the testing of an object-oriented system. By outputting data from intermediate calculations during execution, we can increase the observability of the entire system. 

By performing data collection at the interface of a component, we are providing the opportunity to observe some internal calculations of the system. Ideally, doing this will indeed help us to pinpoint a fault that would otherwise go unnoticed.  Our current implementation of the data collection subsystem allows in and out parameters of a method to be recorded. The data collection system can take a data object and decompose it down into its primitive types. The state of the decomposed object is then printed to a file in a neatly labeled format. The name of the method whose parameters are being recorded is also printed to the file to allow for easy identification. 

The same logic also supports the use of assertions in software testing, thus we built the anomaly predicate system to be used as part of the wrapping prototype. Assertions actually provide more control to the user than simply outputting data to a file as the data collection system does.  By creating an assertion the user is able to specify a rule that defines a component’s behavior.  According to [VoasMiller95], an assertion is “a test on the state of an executing program or a test on some portion of the program state.’’ Assertions actually describe some aspect of the software's intended behavior at a low level of abstraction and have been identified as a helpful tool in automatic runtime detection of faults during debugging, testing and maintenance [Rosenblum92]. 

Developers have widely accepted the use of assertions to improve the debugging process [Voas97]. Where software testing only verifies the correctness of the program's output, assertions validate the intermediate state values computed during program execution. This way, we can determine immediately if a program has entered an incorrect state if we validate intermediate results as the program executes as opposed to only depending upon the output produced upon program termination [Voas95]. This is even more advantageous than simply relying on collected data, which has to be checked manually – the assertion is checked during execution of the application. This is important because an incorrect program state will not always result in failure.

Our anomaly predicate system allows for the specification of assertions for classes whose source code is unavailable. With our system the user is able to specify three different types of assertions on the input/output of a method. The first type, preconditions, performs a validation check on the input parameters to a specific method. Thus, preconditions establish constraints on the data that a client program can send to a specific routine. The second type, postconditions, perform a validation check on the output of a method (i.e.,  return value and “out” parameters). Postconditions therefore establish constraints on what a routine can send back to the client. The third type of assertions, class invariants, is specific to object-oriented programming. This type of assertion aids in defining what it takes for a class to be considered  “correct.” An assertion that is a class invariant must be satisfied after the class has been instantiated and through all public method calls on that instance; thus this type of assertion behaves as if it is a precondition and postcondition of every method defined or inherited by the class [Meyer92]. This definition holds for all instances defined by the class in question.

Ideally, the anomaly predicate checking and data collection subsystems could be used in conjunction with each other. The anomaly predicate checking system could be used to create assertions that would specify how the interaction between the various components in the system should occur. If one of these assertions is violated, then the data that violated the assertion could be exported to a file for observation, along with the assertion that was violated and the method in which the violation occurred. 

The third system, which allows fault injection to be performed at component interfaces can be used in conjunction with the anomaly predicate and data collection subsystems to further test a system that has some of its components wrapped. One can test a wrapped COTS component within a system using assertions and data collection. However, performing testing in this manner will only allow the COTS component to be subjected to a limited number of input scenarios. Fault injection can help to supplement the input values the component will receive. Use of fault injection can allow the “normal” inputs to the COTS component to be perturbed to see how the component reacts to various inputs it would have not necessarily been exposed to with normal testing. In this case we are trying to determine which kinds of inputs make the COTS component fail. We can then begin to strengthen the preconditions of the COTS component based on the reaction of the COTS component to perturbed input. 

We can also watch to see when the COTS component's postconditions are violated when the component is given perturbed input. If certain types of input always result in a postcondition violation then we can further strengthen the preconditions based on this information. It is easier to never have to deal with the COTS component failing/crashing if we can avoid it.

Fault injection can also be applied to a component's output to determine how the rest of the system will react. Once outputs that result in failure are identified, the postconditions of the component can be strengthened as well. Finally, fault injection can also be applied to the input and output to test the error handling facilities of a component. 

The fault injection constructed for this research allows fault injection to be applied to any of the parameters of a method being wrapped. If the parameter is either an array or a complex object, fault injection can be applied to its primitive, or scalar, components.  The same package used to break an object down into its primitive components in the data collection subsystem is also used in the fault injection system. 

All three of these subsystems can be invoked by a wrapped component. Their interaction is shown in Figure 4.                                                              
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Figure 4: Interaction Between Wrapped Components and Subsystems

The Mediator, which implements a specific interface, serves as the means of communication between the wrapped component and the three subsystems. When instrumentation occurs, the wrapped component is able to call a specified set of methods, which are defined by the Mediator. The Mediator can then take the information sent to it from the wrapped class (the input/output parameters) and forward it to each of the subsystems.  This design allows us to keep the instrumentation that has to be performed on a component to be wrapped as simple and straightforward as possible while still allowing a variety of testing operations to be performed on the input and output of the wrapped component. 

This design also allows for a great deal of flexibility for the user. The user of our system can easily replace our Mediator implementation with another mediator class that would perhaps only invoke one or two of our subsystems or an entirely different subsystem that the user would create for her/himself.

Evaluation of the Wrapping Prototype and Its Subsystems 

In order to evaluate the wrapping tool and its three subsystems, we created a testbed system. This testbed system is an Automated Teller Machine (ATM) simulation constructed using Java and Jini. Figure 5 provides a high-level architecture diagram of our simulation of an ATM machine. The entire ATM system, which can simulate deposit, withdrawal, transfer and balance check transactions for individual accounts stored in a database that the simulation can access, is composed of a number of Jini services and Java classes.  The Jini services can execute on different machines while advertising their operations at a well-known Jini Lookup Service (JLUS).

In this example system, the TransactionAgentService for each bank’s database registers with a pre-existing Lookup Service.  A BankService for each major bank also registers with the Jini Lookup Service.  Registration with the JLUS will ensure that the ATM can find the appropriate BankService and that each BankService can find the needed TransactionAgentService.  The TransactionAgentService can be relied upon whenever the usage of the ATM requires a withdrawal, deposit, or balance check for a given account.  Once the appropriate services have registered with the Lookup Service, it is possible for someone to begin to use the ATM machine.
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Figure 5: An Architectural View of the ATM Simulation that Uses Jini

The user interacts with the ATM system via a graphical user interface constructed using Java’s awt package.  The interface presents the user with a “card slot” in which he/she can insert his/her card, a keypad with which to specify a PIN number and make selections for transactions , and a display to receive messages regarding the transaction.

This testbed system was used to show that the wrapping prototype along with its complementary subsystems can be used to discover faults in a program. In the testcases that shall be discussed here the component that encapsulates the logic of the ATM, called ATMmachine, is treated as the COTS component to be integrated into the rest of the system. For these testcases we assumed that we did not have access to the source code of this component.

In one testcase we were able to use data collection and assertions to identify a fault in the simulation. We created an assertion for a method in ATMmachine.  In this assertion we specified what the legal input values for this method should be. When we ran the system with the wrapping applied at the appropriate places, the assertion was violated. Data collection was used to export the information that violated the assertion for observation. It turned out that another part of the system contained a fault – it was misusing this method by sending it incorrect input data. Without the assertions in place, this fault never propagated to the output and so went unnoticed. Only after wrapping, assertions and data collection were applied was the fault recognized.

In another testcase, we used fault injection to detect another potential problem area in the ATM simulation. This testcase relied on assertions as well.  An invariant assertion was created for the variable that keeps track of the amount the user entered for a transaction in the ATMmachine class. The assertion stated that this value should never be less than zero.  We then applied fault injection to a method in ATMmachine that sets this variable.  During that execution of the ATM simulation, a negative dollar amount was “deposited” in an account and of course, the assertion specified was violated. With this testcase, we learned that the ATMmachine class itself does not properly handle the case of a negative transaction amount. This testcase showed us that certain parts of the ATM simulation should perform a check to determine whether or not the user is entering a negative amount for a transaction and if a negative amount is entered, the user should be prompted to supply a non-negative amount.

5. Conclusion

With this research project, we have developed an innovative approach to testing object-oriented COTS components and implemented this approach for Java. We have performed initial testing on our implementation to show that the foundation upon which our ideas are based is correct.  In the future we look forward to improving and extending our tool and methodology and applying it to real world applications.

Though the use of wrapping is a noteworthy concept, it is by no means a silver bullet for solving the problems associated with the use of COTS components. The effectiveness of wrappers is still limited in some ways by the knowledge of the person using them. If the system developers do not know all the potential ways that a COTS component could behave, then it is difficult to intelligently use wrappers to protect the system from component misbehavior [Voas98]. Still, using wrappers during the testing process can at least aid the developers in gaining a better understanding of the component's behavior within their system. Thus, the information provided by the wrapper can help to supplement information provided by the vendor.    

Since it appears that the use of COTS components and other software acquired from a third party will only become more prevalent as time goes on, creating methods to insure the reliability of such software is of paramount importance. Further, ensuring that such software functions properly as a stand-alone module is not enough. Such software must be verified within any environment in which it is to be integrated. Using the wrapping approach can provide us with a way of moving closer to this goal.
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