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Abstract—This paper describes software
fault injection and what types of anomalies
fault injection should simulate. We high-
light the benefits that software fault injec-
tion could have provided to several infamous
software error-related incidents. And, we
explain how fault injection can be used to
“grow” safer systems.
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1. INTRODUCTION

If we knew what the future held, then we
could know precisely how good today’s soft-
ware is. More precisely, we would know when
in the future it will fail, how often it will
fail, and under what conditions it will fail.
Armed with that information, it would be

trivial to confidently assess the “goodness”
of the code.

To us, the future is a black box. We do not
know what faults will be triggered, and we
do not know how severe the failures will be.
All that can be done from a development
standpoint today is to fix known, existing
faults; but since we cannot get out all of the
faults, this situation is unsatisfying.

Fortunately, we are not limited to a devel-
opment standpoint, and can estimate the
quality of the code under predicted anoma-
lous circumstances that could arise tomor-
row. What this provides is a means for pre-
dicting the quality of the code under sim-
ulations of undesirable circumstances. The
inability to predict future behavior has long
been a problem for software quality metrics.
However, fault injection is a completely dif-
ferent breed of metric, which, because of its
more complex nature, can partially address
this problem.

Software fault injection includes a family of
techniques that instrument the original code
with mechanisms (more code) that either
modify the existing syntax or force the state
of the code to be modified when the software



executes. Either way, the code or its behav-
ior is somehow changed. It is this process of
modifying events that makes it ideal for pre-
dicting what might happen if future events
get disturbed.

2. FAuLT INJECTION BASIcS: WHAT TO
INJECT

We now describe the basic issues related to
using software fault injection to grow “safer”
systems.

Development processes, even formal, are
not solutions for measuring software quality;
they only seek to build software with qual-
ity behavior. We champion fault injection, a
process that doesn’t tell you how good the
code is per se, but instead provides a worst
case prediction for how badly the code might
behave in the future (as opposed to how bad
it might be). Recall that correct code can
even have “bad days” and not work as de-
sired due to external influences on it. For
example, your workstation might be in good
working order, but if the network server is
not functioning, you may find that the work-
station is so unusable it might as well be bro-
ken too. This worst case assessment is not a
direct prediction of the future, but instead an
indirect foreshadowing of how bad the future
could get.!

If software does not experience any prob-
lems during execution, then it cannot behave
badly; only when it encounters problems
that corrupt its program state can things
go awry. An anomalous operational scenario
(or anomaly) is an event that creates a data
state during software execution that alters

1Software testing might be able to give a direct
foreshadowing of how bad the future could get, if op-
erational profiles and anomaly frequencies are avail-
able, but this is debatable.

the output of the software such that the out-
put is undesirable. The number of differ-
ent anomalies that software can experience
during its lifetime is almost always infinite
and unknown. The anomalies that we are
interested in here are those that can arise
from code defects (caused by programming
errors or design defects), human factor er-
rors, or other external failures (from hard-
ware upon which the software depends for
inputs or from other software). The combi-
nations of anomalies from instances of these
different problem sources is intractable.

It is becoming common for software en-
gineering standards to enumerate certain
classes of problems that must not occur. The
argument for doing so is that you can’t pro-
tect against problems until you know what
the problems might be. Here, problems are
usually defined in one of two ways: (1) a class
of failure that must not occur, or (2) a fault
class that can occur but the fault class must
be shown to only cause acceptable outputs.

IEEE standards have been criticized as “ad
hoc and unintegrated” because they have
been developed over time by many different
people in a piece-wise manner [4]. In fact,
with the exception of the ISO-9000s and the
SEI’s CMM, unless regulatory standards are
applicable for licensing, most organizations
are ignorant to what standards are current.
If it were not bad enough that software stan-
dards do not ensure that good code will be
developed, it is also true that you cannot
count on using reliability models or direct
mean-time-to-failure (MTTF) measurement
for risk assessment. Correct software does
not guarantee risk-free operation. Standards
are at best vague goals from which to start,
but even their satisfaction does not prove an
absence of risk. Demonstrating that soft-
ware outputs are what we want (or at least
can tolerate) requires showing that even if
bad events happen during computation, un-



desirable outputs will not, and standards,
correct software, and reliability models do
not provide this demonstration.

Fortunately, this can be partially accom-
plished via fault injection methods, since
we can observe how well-behaved software is
in even the most disheartening of circum-
stances and then look for ways to improve
the software’s behavior. But even software
fault injection methods suffer from an in-
tractability problem (in terms of how many
different anomalous scenarios can be instru-
mented) which is similar to the exhaustive
testing problem:?

Since the space of potential faults
is infinite, the space of anomalies to
inject is also infinite. What do we
choose to inject rather than ignore?

To get a better feeling for what anomalies
must be considered, we will first introduce
notation. For now, we will assume that no
modifications to program P will occur; when
we relax this assumption, the spaces that
we are about to define must also change,
which suggests that the fault injection meth-
ods may need to be continually reperformed.

Let I' represent the space of all anomalous
events that could affect P’s output during
P’s life-time; it is not necessarily the case
that all members of I' will. Let A denote
the portion of I' representing those anoma-
lous events caused by the program logic er-
rors in P, and let B denote potential anoma-

2Dijkstra showed that testing could not reveal the
absence of errors unless it was exhaustive, and fault
injection suffers a similar fate: it can show output
behaviors that are undesirable for the anomaly injec-
tions tried, but for all of those classes of anomalies
not tried, we cannot know if the resulting output
behaviors would be undesirable or not. Hence the
results of fault injection mean a lot if undesirable
outputs are observed during the analysis and little
if no undesirable outputs are observed.

lous events caused by human factor errors or
external failures. A represents a finite and
unknown space of events, and B represents
an “effectively” infinite and unknown space
of events.

Since A represents those defects already in
P, to determine their impact on P’s behav-
ior, you simply need to execute P; i.e., there
is no need to use fault injection methods to
simulate them.> However for B, fault injec-
tion methods will be attractive for studying
how those types of events might affect P.

We can further divide B into two spaces: b’
and b”. b’ represents those problems that will
occur in P’s future, and b” represents those
problems that could occur in the future but
will not. Both &' and 0" are unknown before
(and after) the fault injection analysis, hence
for any member of B, we cannot know if it
is in b’ or b"”. Note that O’ is finite and b" is
probably infinite.

It would be ideal for the fault injection meth-
ods to simulate ', but to do this requires ei-
ther incredible luck or omnipotence. Even if
you were lucky enough, since b' is unknown,
you would never know that you had suc-
ceeded.

The impact of the anomalies in A will be
statistically determinable by testing P. For
a member of A to have a negative impact
on the quality of the software’s outputs, all
three conditions of the fault/failure model [8]
(propagation, infection, and execution) must
occur. If they do not occur, or they occur
with little frequency, then the negative im-

3This is not completely true, because faults of
small size are likely to have an impact on P during
testing, and hence simply running P is not likely to
make their impacts observable. And so it is often
interesting to inject faults into such systems (even
though we know they are incorrect) to ascertain how
likely it is that faults could be hiding (from testing).
This is the basis for Voas’s testability model [5].



pact to quality will be greatly reduced. Test-
ing will not, however, be capable of predict-
ing the impact of those members outside of
A (including members of B).

For B, traditional testing will be of no help.
But what can be done is to simulate as
many members as are known (without ever
knowing whether we are sampling from b’ or
b"), and then sample as many other mem-
bers from I' as resources allow for. The
reason that some of B’s members may be
known is that we can identify certain fail-
ure modes for the humans, external software,
and external hardware systems that feed in-
formation into P. And if you restrict B to
only anomalies that can be passed by com-
ponent interfaces, fault injection can scale
to large Commercial-Off-The-Shelf software
packages [6].

So in summary, to “grow” safer software,
we need to convince ourselves that A does
not contribute to hazardous output, and in-
ject members of B to convince ourselves of
the same. For brevity, we will not describe
the actual instrumentation processes that we
have employed for fault injection. An ex-
planation of these can be found in [5, 7],
which is publically available as a technical
report (ftp://rstcorp.com/pub/papers/
ieee-gem.ps). In that report, we also pro-
vide several real-world case studies that un-
derwent fault injection analysis, one for a
medical device, and the other for a train con-
trol system.

3. INFAMOUS DISASTERS

Section 3 is devoted to two infamous me-
chanical disasters, the Ariane 5 and Therac-
25, and what software fault injection could
have done to thwart the results. Our analy-
sis is based on the best information available

from the groups that diagnosed and publi-
cized what the software problems were.

Ariane 5

On June 4, 1996, the maiden flight (Flight
501) of the Ariane 5 launcher ended in disas-
ter. Only about 40 seconds after initiation of
the flight sequence, at an altitude of approxi-
mately 3700m, the launcher veered off of the
expected flight path, at which point it ex-
ploded. A team of investigators from the Ar-
iane 5 project teams was assembled to inves-
tigate the failure. The Director General of
the European Space Agency and the Chair-
man of the French Centre National d’Etudes
Spatiales (CNES) set up an Inquiry Board
to investigate the problem further; we have
used the published results from this board
in our analysis [2]. We will now talk about
the accident and the role that fault injection
could have played in preventing this disaster.

The Flight Control System of the Ariane 5
is of a fairly standard design. The position-
ing of the launcher and its movements in
space are monitored and measured by an In-
ertial Reference System (SRI). The SRI has
its own computer, in which angles and veloc-
ities are computed based on incoming data
from sensors. Data calculated by the SRI
is then sent through a databus to the On-
Board Computer (OBC), which executes the
flight program.

The Ariane 5’s design contains redundancy.
It had two SRIs operating in parallel, with
identical hardware and software. One SRI
was active, and the other was in standby
“hot swap” mode. Also, the Ariane 5 had
two OBC’s, and certain parts of the Flight
Control System were duplicated. Interest-
ingly, the software design of the SRI for the
Ariane 5 was very similar to that of the Ar-



iane 4’s design.

We will now take the reader through the se-
quence of events that led to the disaster.
But before we do that, the reader needs to
know that with respect to the SRIs, there
was a specification requirement that stated
that in the event of any kind of software ex-
ception, “the failure should be indicated on
the databus, the failure context should be
stored in an EEPROM memory, and finally
the SRI processor should be shut down.”
Hence any software exception was expected
to shut down the SRI computer upon which
it occurred. This might seem like a strange
requirement, but since there were two SRIs,
it was allowed.

In the software on each SRI, there was an
internal alignment function called Horizon-
tal Bias (BH) that returned a 64-bit float.
For Ariane 5, the value returned by BH was
much higher than had been expected, proba-
bly because the early part of the flight of Ar-
iane 5 differs from that of Ariane 4 and much
of the SRI design for Ariane 5 was taken from
Ariane 4, and thus this resulted in much
higher horizontal velocity values. After lift-
off, SRI 1’s software reported an Operand
Error while trying to convert the BH value
from a 64-bit float to a 16-bit signed integer.
Because the value was too large, the oper-
ation failed, thus sending off an exception.
This led to the immediate shutdown of SRI
1.

Almost immediately thereafter (72 millisec-
onds to be exact), SRI 2 tried to perform
the same conversion, and it too failed. When
SRI 2 failed, however, it sent incorrect atti-
tude data to the OBC, which was controlling
the flight. Part of the data that the OBC
received from SRI 2 appears to have con-
tained diagnostic bit patterns, as opposed to
proper flight data. This forced the OBC to
change the angle of attack such that the high

aerodynamic loads caused separation of the
boosters from the main stage, in turn trig-
gering the self-destruct system of the Ariane
5. So the immediate cause of the disaster
was a software exception, but that is not the
full story.

The question then arises as to why a type
conversion was allowed to occur when an ex-
ception was specified to shut down the com-
puter. Part of the reason for this was that
the computers on Ariane 5 were not to ex-
ceed a maximum workload of more than 80%
of capacity, and hence protecting all conver-
sion calculations might have contributed to
exceeding this threshold. During design, the
engineers had identified seven variables that
were at risk for leading to an Operand Er-
ror, one of which was the BH. Four of those
seven had been protected, but BH and two
others were decided not to need protection.

The reasoning was as follows: for the vari-
ables that were left unprotected, it had been
decided that either it was physically impos-
sible or there was a large enough margin of
safety built into the system that would ac-
commodate them resulting in an Operand
Error. Hence, BH and two other variables
were left unprotected. And it appears that
from what was known from Ariane 4, this
thinking was plausible, and hence we spec-
ulate that the engineers probably thought
that for BH in Ariane 5, an Operand Error
was physically impossible. But as we know
now, this rationale was incorrect.

Where fault injection could have played a
major role in avoiding this disaster is ob-
vious. First, if the reasoning used for not
protecting BH was that there was an ad-
equate margin of safety already built into
the system, then fault injection could have
quickly shown otherwise. All that would
have been required was a perturbation func-
tion that would have thrown the 64-bit float



to a high level, and the exception would have
been triggered. Given that both SRIs run
the same code, that would have meant that
both SRIs would have failed, and this infor-
mation would have been immediately avail-
able for the designers.

Secondly, recall that the OBC received cor-
rupted data via the databus; that data ap-
peared to have diagnostic bit patterns in it
as opposed to correct flight data. Fault in-
jection can easily simulate corrupt data go-
ing into the OBC’s software, and we have
no way of knowing whether this was done
during testing of the OBC. Whether or not
simulated corruptions employed by fault in-
jection would have simulated diagnostic bit
patterns would have depended on the classes
of corruptions tried when the fault injection
was employed. We assume that it would
have been known to the designers that when
SRI2 failed, this was the type of information
that would have been on the databus, par-
ticularly because of the requirement: “the
failure should be indicated on the databus,

the failure context should be stored in an
EEPROM memory.”

But it appears that the Ariane 5 design team
were more convinced that the BH variable
could not have been as large as it was. In
the findings of the Inquiry Board, there was
no evidence that actual expected trajectory
data was used to analyze the behavior of un-
protected variables, and even more alarming
is the fact that it was agreed early on to not
include Ariane 5 trajectory data in the SRI
requirements and specification. What this
means then is that the domain of trajectory
data for the expected environment of the SRI
software was not included as a part of the
SRI specification, even though this specifi-
cation appears to have been partially reused
from Ariane 4. Whether or not that infor-
mation did make it into the test plans for
the software is not known to us, but it ap-

pears that even if it did, the test cases that
would have demonstrated this problem were
not used.

The lessons here are many fold, since there
was a series of mistakes that contributed to
the software defect. The key lessons will now
be summarized. First, when code is reused
in a new environment, you must consider
the environment thoroughly before deciding
what can or cannot happen in the new envi-
ronment. In the case of Ariane 5, it appears
that because the value of BH was not so large
in Ariane 4 to cause an exception, it was as-
sumed that this would not be a problem for
Ariane 5. Since trajectory data was not a
part of the specification nor requirements, it
would have been very hard to argue that BH
could indeed have been so great as to cause
the Operand Error.

Secondly, fault injection determines levels of
safety. In the report from the Inquiry Board,
it was stated that members of the project
team had simply decided that safety was
great enough to leave three variables unpro-
tected. Since the engineers were not consid-
ering Ariane 5 trajectory data as part of the
specification or requirements, they had lit-
tle evidence upon which to base that claim.
Fault injection could have easily mitigated
that belief as either true or false, and with
only a few perturbation trials.

Therac-25

Our next case study is for the Therac-25 ac-
cidents.

Therac 25 was a medical linear accelerator
that sent electrons at high speeds into tu-
mors with the goal of destroying tumors with
minimal impact to the surrounding tissue.
The Therac-25 was first released for com-
mercial sale in 1982. Eleven Therac-25s were
installed. Five were installed in the US, and



six were installed in Canada. Six massive
overdoses to patients occurred between 1985
and 1987, three of which resulted in death.

Like the Ariane 5, the Therac-25 was based
on a predecessor, the Therac-20. But unlike
the Ariane 5, which was heavily based on Ar-
iane 4’s software design, the Therac-20 had
little or no software; instead, the Therac-25's
software was intended to replace some of the
hardware functionality of the Therac-20. For
example, the Therac-20 had hardware inter-
locks that checked to ensure that illegal over-
doses of radiation could not be administered.
The Therac-25 did not have hardware inter-
locks, and did not even have equivalent soft-
ware interlocks to perform this functionality.

Leveson and Turner have provided an in-
depth diagnosis of the history of problems
that plagued the Therac-25, and thus we will
only reprint a tiny portion of that informa-
tion here [1]. Instead, we will focus only on
the main software problem, and see what, if
anything, fault injection analysis would have
done in predicting this problem before the
Therac-25 was released in 1982.

To make our reasoning understandable to
the reader, we need to at least show the
pseudo-code that Leveson and Turner pub-
lished in their paper in IEEE Computer [1].
This is not the Therac-25’s code, but in-
stead is a pseudo-code representation of the
main control-flow features of the software.
To make the ensuing discussion easier to fol-
low, we have added line numbers to the code.

1. Datent:

2. if mode/energy specified then
3 begin

4 calculate table index

5. repeat

6 fetch parameter

7 output parameter

8 point to next parameter

9. until all parameters set

10. call Magnet

11. if data entry is complete then
set Tphase to 3

12. if data entry is not complete
then
13. if reset command entered

then set Tphase to 0O
14. return

15. Magnet:

16. Set bending magnet flag

17. repeat

18. Set next magnet

19. Call Ptime

20. if mode/energy has changed,

then exit

21. until all magnets are set

22. return

23. Ptime:

24, repeat

25. if bending magnet flag
is set then

26. if editing taking
place then

27. if mode/energy has
changed then exit

28. until hysteresis

delay has expired
29. Clear bending magnet flag
30. return

The above software controls the hardware
and configures it to administer the correct
energy levels based on operator inputs into
Therac-25. After an operator has input the
dosage levels in Datent (data entry), the
function Magnet is responsible for physi-
cally getting the bending magnets into place
for administering the dosage. This process
takes approximately 8 seconds to set each
magnet, and so while a magnet is physically



being set, the software calls another function
Ptime, that sits and waits in a repeat loop
for a time interval of hysteresis delay (8 sec-
onds) to see if the operator modifies the pre-
scription that was entered. If the operator
does so, and Ptime detects that a different
energy level and mode was entered, then the
software’s logic forces control flow to imme-
diately exit Ptime, then exit Magnet, and
then exit Datent. This basically amounts
to restarting the system from scratch.

The key points to note in the code are as
follows. Notice that in the Ptime function,
the software will only look to see if editing
has taken place (line 26) if the bending mag-
net flag is set. Notice also that at the end of
the Ptime function, this flag is cleared (line
29). And the only place that the bending
magnet is set is on line 16 at the beginning
of the Magnet function.

The problem then is as follows: at the end
of the first iteration of Ptime, which is ex-
ecuting when the first magnet is physically
being set by function Magnet, the magnet
bending flag gets cleared, and that flag can-
not ever be reset, because the only place that
it gets set just happens to be outside of the
repeat loop in Magnet. The inner condition
in Ptime is the only place where modified
operator input is checked for. Hence since
the Ptime repeat loop executes for about 8
seconds for each magnet, the only time that
the Therac-25 will consider modified input
data from the operator is during those mo-
ments when the first magnet is being set. Af-
ter that time, when succeeding magnets are
being set, Therac-25 will ignore any modifi-
cations to the energy and mode parameters
from the operator console.

At this point, you might be wondering why
this problem was not “tested out” of the
code. After all, there are several different
classes of test cases that should be able to

“shake out” this bug. Recognize that if test
cases are used that never test the edit pre-
scription condition on line 26 (meaning make
it evaluate to TRUE), then this bug cannot
be detected via testing. And if test cases are
not used that exercise this condition on a sec-
ond or later calling of Ptime, the bug cannot
be detected. Hence to detect this bug dur-
ing testing will require time-dependent input
cases, and possibly many of them, because it
may not be the case that all incorrect com-
mands to the Therac-25 resulted in a mis-
calculation of the dosage to the level that
it would be observable in the output dosage
commands from the system.

This brings up an interesting point: time-
dependent inputs. Time-dependent inputs
are data events that are entered at very spe-
cific points in time during execution of the
software. For example, stress testing is a
form of testing where many work requests
attack a system simultaneously to see if the
system can handle greater workloads. Rec-
ognize that trying to do 100 jobs in one hour
is very different than trying to do 1 job per
hour over a 100 hour period of time. Note
that the amount of work being requested
may be the same in these two scenarios, but,
the timing of when the requests come will
likely impact the ability of the system to not
fail.

To observe the effect of the Therac-25 prob-
lem via fault injection, i.e., to be able to
know a priori that this software could re-
sult in an unacceptable output dosage level,
we will need the following: (1) test cases
that include the scenario where an opera-
tor is editing a prescription while the bend-
ing magnets are being set (but we will not
require that these test cases need the edit-
ing to occur at any specific time), (2) a haz-
ard assertion that acts as the hardware in-
terlock did on the Therac-20, and (3) fault
injection applied to the result of line 16, i.e.,



clear the flag setting. Note that these three
entities are nothing unusual; i.e., these are
the normal parameters that we would em-
ploy for any fault injection-based analysis
for this software. The test cases that we
need must exist from coverage and feature
testing, otherwise the inner code in Ptime
could not have been exercised. The fault
injection approach that we use always per-
turbs flags at the places where they are set
or unset. And for this particular system, the
hazardous event that we would not want the
software to be capable of enabling would nat-
urally be a radiation overdose.

When you do this, the hazard assertion will
at some point be triggered. How many
test cases (trials) it will take before the
dosage calculated by the software is out
of the acceptable range is unknown to us,
but as demonstrated tragically in the field,
this event will, at some point, occur. Had
this been applied before the Therac-25 went
into service, this anomaly should have been
detected. Of course these tragedies could
have been avoided also by simply using a
hardware interlock similar to the one on
the Therac-20. The assumption that soft-
ware added so much more accuracy than the
Therac-20 had (making the need for an in-
terlock minimal) obviously proved to be a
incorrect.

4. GROWING SAFER SYSTEMS

Many people do not realize how the results
from fault injection can be rolled back into
the code development process to “grow safer
software.” Over time, the goal for software is
for it to get more robust, and fault injection
provides a means for determining if this is
happening. Without product measurement,
development processes cannot be adequately
judged for their value-added. Recognize that
the results from fault injection are sometimes

estimated frequencies. These frequencies are
for some distinct part of the code, and they
tell how often an undesirable output event
occurred when that part of code was instru-
mented with fault injection software. If a
large estimated frequency is observed, then
you know what part of the code the overall
behavior of the code is most sensitive to.

Fault injection provides an analysis of how
tolerant the physical system is with respect
to the software and vice-versa. If the hard-
ware cannot be made more failure-tolerant,
then the software must be. If the software
cannot be made more failure-tolerant, then
the hardware must be. It is information
about the “give and take” between the dif-
ferent components that allow us to augment
our software with the right level of robust-
ness for the physical environment that it will
reside in and control.

Many people believe that software analy-
sis techniques, because they are applied at
the tail-end of the life-cycle, are too late
to be cost-effective. I do not recall how
many times I have had people “brush me oft”
because the methods I advocate are code-
based. Typical responses go something like
this: “once you have the code, if there are
problems, then it is too late.” Nothing could
be further from the truth! It is never too
late, just costlier.

As an example, reconsider the Therac-25
bug. Suppose that the problem was caused
by a design error, meaning that the code is
correct with respect to the design. If a for-
mal analysis of the code is made with re-
spect to the design, the defect would not be
caught, since the code would have mimiced
the design. In comparison, the code-based
analysis we detailed tripped the defect, re-
gardless of whether it was a design problem.
The moral here is simple: code-based analy-
sis techniques are not applied too late to be



valuable, and they can play a role that even
formal methods applied early on cannot.

5. CONCLUSIONS

Until the late 1980s, creating reliable soft-
ware systems was the driving force during
software development. The process that was
being employed then was fairly naive: (1)
write, (2) test, (3) debug, (4) fix, and (5) go
back to (2). The acknowledgement that high
reliability would not be achievable via this
process caused correct outputs to be deem-
phasized and “acceptable” outputs became
the goal [3]. Getting the correct output is
less important than giving harmless, incor-
rect outputs.

Software fault injection aids in knowing
whether software meets this imperative.
Software fault injection can also be used as
an indirect measure of the quality of a phys-
ical system (in which software resides). Em-
bedding microprocessors and software into
mechanical systems has become common-
place. The types of mechanical systems that
we envision software fault injection provid-
ing the greatest benefit to will consist of
three main components: (1) a software con-
trol system, (2) actuators that perform the
desired physical function, and (3) sensors
that feed information to the software. So al-
though software fault injection assesses the
quality of the software, for software embed-
ded in mechanical systems, that measure-
ment is with respect to the mechanical sys-
tem, and in that sense, software fault injec-
tion is a system design tool and an indirect
measure of the complete mechanical system’s
quality.

The key to a successful first experience with
software fault injection methods is properly
interpreting the results. When satisfactory
outputs are observed after injection occurs,

it is very tempting to overclaim that the soft-
ware is incapable of ever producing unde-
sirable outputs. Nothing could be further
from the truth! The correct interpretation
is that the software is only known to be re-
silient to those anomalies tried; however it is
likely that it is also resilient to many other
anomalies. Probably the greatest benefit oc-
curs when the software does not tolerate in-
jected anomalies. The interpretation here is
less likely to be overstated: your software is
unsafe.
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